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Efficient Distributed Approaches to Core
Maintenance on Large Dynamic Graphs
Tongfeng Weng , Xu Zhou , Kenli Li , Senior Member, IEEE, Peng Peng , and Keqin Li , Fellow, IEEE
Abstract—As a fundamental problem in graph analysis, core decomposition aims to compute the core numbers of vertices in a given
graph. It is a powerful tool for mining important graph structures. For dynamic graphs with real-time updates of vertices/edges, core
maintenance has been utilized to update the core numbers of vertices. The previous approaches to core maintenance face challenges
in terms of storage and efficiency. In this article, we investigate distributed approaches to core maintenance on a pregel-like system,
which is a famous graph computing system. We first design a core decomposition algorithm to obtain core numbers of vertices in a
given graph. Based on it, a distributed batch-stream combined algorithm (DBCA) is devised to efficiently maintain the core numbers
when vertex/edge updates happen. In particular, we introduce a new task assignment strategy to DBCA based on diversity of the edgecores of updated edges. To ensure that DBCA can accurately process core maintenance, we develop a message interaction protocol to
resolve the problem of crosstalk among different tasks. Comprehensive experiments have been conducted on real/synthetic graphs,
more specifically, in two typical distributed environments built on Supercomputing Center and Alibaba Cloud. The experiment results
demonstrate that our proposed algorithms are efficient and scalable.
Index Terms—Core decomposition, core maintenance, distributed system, dynamic graphs
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INTRODUCTION

k-

CORE is a fundamental metric in analysing the graph
structure. It has been widely applied in many fields,
including community detection [13], [30], large-scale network visualization [2], [3], and describing protein functions
of protein-protein networks [22]. In a specific k-core, each
vertex has at least k induced neighbors. The core number of
a vertex indicates the k-core with the largest k to which the
vertex belongs, which can be used to capture how well a
vertex v is connected with respect to its neighbors. To compute the core number of each vertex in a given graph, the
core decompostion is proposed in [7].
With the development of Internet information technology,
real-world graphs show the following two characteristics.
First, the size of the graph grows rapidly, which causes that
single-machine can no longer meet the storage requirement of
such large-scale graphs. For instance, Friendster is a wellknown data set in social network, which consists of 65,608,366
vertices and 1,806,067,135 edges. The resident memory usage
after loading it is about 264 GB according to our experimental
statistics, while the memory of a single high-performance
computer is generally much less than 256 GB. Second, graphs
have been evolving over time on account of edge/vertex
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updates [33]. According to official Facebook big data for 2020,
400 new users sign up for the website every 60 seconds and 20
million friend requests are sent every 20 minutes.
In this context, it is desirable to explore efficient distributed algorithms to maintain core numbers on large
dynamic graphs. Although the distributed core decomposition algorithm [29] can effectively process the core
decomposition over static graphs, it is time-consuming to
recalculate the core numbers of all vertices when given
graphs are updated in real time. To address this concern,
core maintenance is proposed to maintain core numbers
in a dynamic graph.
There have been abundant work about core maintenance,
but most of them are primarily focused on the assumption
that the memory of a single machine is large enough to store
the given graph [17], [18], [21], [31], [34], [39]. However,
with the explosive growth in the scale of graphs, the memory bottleneck in a single server cannot be ignored. Inspired
by this, distributed algorithms for core maintenance are proposed in [1], [5]. Although those algorithms can resolve the
storage issue, they are specifically designed for updating a
single edge. Moreover, the algorithms proposed in [5] need
to frequently synchronize the candidate set, in which vertices may get their core numbers changed, on different
machines. It will generate numerous additional computing
and communication overhead.
The multithread-based algorithms [17], [18], [34] introduce
parallelism in processing core maintenance which can handle
batch edge updates efficiently. However, they cannot be
applied on distributed systems for streaming edge updates
due to the following two reasons: (1) The separation of finding
and pruning operations on candidates will cause additional
communication overhead; (2) Each edge in the batch cannot be
processed independently, which will create a fence synchronization. As a result, new edge updates cannot be processed
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Fig. 1. A toy graph.

until previous update operators are completed. Due to these
reasons, these multithread-based algorithms cannot process
streaming edge updates efficiently.
To solve the core maintenance problem on large-scale
dynamic graphs efficiently, we investigate distributed algorithms for both streaming and batch updates on Quegel
[36], which is a famous distributed vertex-centric system
designed for lightweight query tasks. In Quegel, a superstep
is defined as a basic iteration that consists of three steps:
receiving messages, computing, and sending messages.
Moreover, there is a global barrier between each pair of
supersteps for message passing. To be compatible with
Quegel, a task is submitted to the system for each edge
update.
Challenges. In our work , we face two challenges. The first
one is to maintain a dynamic task set where each task can
be processed independently. Also, it is difficult to identify
the candidates whose core numbers may be changed when
batch edges are updated. For new tasks, a rule needs to be
devised to help them join the dynamic task set in time. The
other challenge results from the crosstalk incurred during
parallel processing of multiple tasks, which affects the accuracy of the final results. Hence, it is necessary to present an
effective message interaction protocol to guarantee accurate
results.
As introduced in [31], for an updated edge with two endpoints, the endpoint with a smaller core number is defined
as a root. A vertex may get its core number updated if and
only if it has the same core number as the root and can be
reached from the root by a path consisting of vertices with
the same core numbers. We call it candidate in the following. Based on these theories, we use an example to illustrate
those challenges.
Example. Consider the example in Fig. 1 with two new
edges e1 and e2 inserted into G. The first challenge can be
explained by the insertions of edges e1 and e2 . If we process
e1 and e2 in parallel, they have the same candidate set
fv3 ; v4 ; v5 ; v6 g, where the core number of each vertex equals
2. All of the candidates have enough neighbors with core
numbers not less than 3 to increase their core numbers by 1.
Because of the independent execution of the two tasks, they
increase the core numbers of these candidates respectively
(i.e., the core numbers of v3 to v6 are increased twice by the
two tasks). As a result, the core numbers of v3 to v6 are 4

while the actual result is 3. Obviously, the above two tasks
cannot be processed in parallel and independently. Again
consider the original graph, e1 and e5 are inserted into G in
a streaming mode (i.e., not at the same time). Although the
two new edges e1 and e5 have different candidates, the parallel algorithms proposed in [17], [18], [34] cannot be
adopted to accelerate the process due to the streaming insertions. For the second challenge, the randomness of tasks
may cause crosstalk during parallel processing of tasks, and
more details are given in Section 4.3.2.
To address the above challenges, we first design a distributed core decomposition algorithm on the basis of a new message-splitting strategy to calculate the initial core numbers of
all vertices. Then, distributed algorithms are developed for
core maintenance when inserting or deleting edges. Different
from the distributed approaches proposed in [5], we choose to
prune candidates during the process of finding them. Furthermore, we introduced a new task assignment strategy based on
diversity of the properties of updated edges to solve the first
challenge. To be more specific, we construct a task set in
which tasks can be processed independently, and maintain
the set with a priority strategy to reduce the communication
frequency. Last but not least, a novel message interaction protocol is proposed to solve crosstalk problems among the processes of different tasks. To sum up, our algorithms seek to
handle the core maintenance problem in the manner of batchstream combination. The major contributions of our work are
listed as follows. We
1)

deploy a vertex-centric distributed graph computing
system on both National Supercomputing Center in
Changsha (TH-I) and Alibaba Cloud (ALC).
2) design a distributed core decomposition algorithm for
static graphs. In addition, the message-splitting strategy is proposed to tackle the memory overflow problem in the case of decomposing large-scale graphs.
3) devise distributed core maintenance algorithms with
a priority strategy (DBCA) for dynamic graphs. For
the crosstalk problem during multiple tasks processing, we propose a message interaction protocol to
ensure the accuracy of the results.
4) verify the efficiency and effectiveness of our algorithms through various experiments on both realworld and synthetic graphs.
The rest of this paper is organized as follows. The related
work is reported in Section 2. Section 3 gives the problem definition. Our distributed core decomposition algorithm and the
DBCA are proposed in Section 4. Subsequently, Section 5
proves the accuracy of our algorithms and analyzes their communication overhead. The experimental results are presented
in Section 6. Finally, Section 7 concludes this paper.

2

RELATED WORK

In this section, we survey the related work about distributed
graph computing systems and the core decomposition and
maintenance problems.

2.1 Distributed Graph Computing Systems
The most popular distributed graph computing systems are
Pregel [26] or Pregel-like systems [14], [15], [23], [27], [35].
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TABLE 1
Summary of Notations
Notations

Description

G ¼ ðV; EÞ

A graph consists of vertices V and edges E

dG ðvÞ

The degree of vertex v in G
The neighbors of vertex v

NðvÞ
0

Fig. 2. A superstep in BSP model.

Some studies have experimentally compared the properties
of different graph systems. Han et al. [16] and Lu et al. [25]
conducted comprehensive comparisons of in-memory distributed vertex-centric systems, while [25] also compared
the running time of these systems with GraphChi. McCune
et al. [28] provided an overview of the vertex-centric
approached to graph processing and analysed these frameworks in terms of time, communication, execution model,
and partitioning. Yan et al. [37] drafted a guide providing a
timely and comprehensive review of existing Big Graph systems, and summarized their advantages and disadvantages
from various perspectives. Zhang et al. [38] showed that the
best performing configuration for graph analytics systems
depends on the type of applications and input graphs.
Ammar et al. [4] studied performance, usability, and scalability of parallel graph processing systems through experimental analysis.
BSP(Bulk Synchronous Parallel) is a parallel computing
model that has been widely used in above graph computing
systems. The superstep of BSP model is shown in Fig. 2,
which consists of three steps: local computation, communication, and global barrier synchronization.
Although the above systems can run graph algorithms efficiently, they seriously under-utilize the resources when processing light-workload graph applications. Yan et al. [36] came
up with a novel idea of superstep-sharing and designed a Pregel-like system Quegel for light-workload graph queries. We
extend it to solve the core decomposition and maintenance
problems in this work.

2.2 Core Decomposition and Maintenance
Core decomposition has been widely studied to get the core
numbers of vertices in static graphs. The state-of-the-art
algorithm presented in [7] can be completed in OðjEjÞ time.
In [19], Khaouid et al. evaluated several implementations
for core decomposition by using a single consumer-grade
PC. To reduce the decomposition time, the parallel version
of core decomposition based on multi-core was studied in
[10]. As a massive graph is generally too large to hold in single server memory, Cheng et al. [9] proposed an externalmemory based algorithm. In addition, Montresor et al. [29]
presented a distributed k-core decomposition algorithm
and used Peersim to simulate the experiments.
Although the state-of-the-art algorithm for core decomposition is effective, redundant calculations still exist for
core maintenance on dynamic graphs. Sariyuce et al. [31]
maintains the core numbers by finding alternative vertices

0

HðV ; E Þ

The subgraph of graph G

dH ðvÞ

The induced degree of vertex v in subgraph H

dðHÞ

The minimum degree of subgraph H

CðvÞ

The core number of vertex v

KðeÞ

The edge-core of edge e

Hkv

The maximum k-core contains vertex v

that may change the core number by at most 1 when a single
edge is inserted/deleted. Based on this observation, they
introduced streaming algorithms for maintaining core numbers of vertices without traversing the entire graph. Similar
theories were given in [21]. In [17], [18], [34], parallel algorithms were proposed for multiple inserted/deleted edges
and executed by multithreading on a single machine. The
solutions on a distributed system to core maintenance of a
single edge update were investigated in [5].
Most of the existing approaches for core maintenance
[17], [18], [21], [31], [34], [39] are deployed on a single
machine, which cannot meet the storage requirements of
large-scale graphs. Besides, the few other distributed solutions cannot efficiently process batch tasks. In this paper,
we focus on streaming updates on large-scale graphs and
designing distributed algorithms to maintain the core number of each vertex efficiently.

3

PROBLEM DEFINITION

In this section, we introduce some definitions related to core
decomposition, which was first proposed by Dorogovtsev
et al. [11]. Based on the core decomposition results, core
maintenance in dynamic graphs is to elicit. Table 1 summarizes the notations used in this work.
In this paper, we focus on an undirected and unweighted
graph G = (V , E), where V and E represent the set of vertices
and edges, respectively. The degree of a vertex v in graph G is
denoted as dG ðvÞ. NðvÞ contains all the vertices that are adjacent to the vertex v. HðV 0 ; E 0 Þ is denoted as a subgraph of G,
where V 0 V , and E 0 ¼ fðu; vÞ 2 Eju 2 V 0 ^ v 2 V 0 g. The corresponding induced degree of vertex v in H is denoted as
dH ðvÞ. dðHÞ is the minimum degree of H ði:e:;
dðHÞ ¼ minðdH ðvÞjv 2 HÞÞ.

Definition 1. (k-core) Given a graph G ¼ ðV; EÞ, a connected
subgraph H is a k-core, if and only if each vertex in H has at
least k induced neighbors ði:e:; dðHÞ  kÞ.
Definition 2. (Maximum k-core) A k-core H is a maximum
k-core in G, if and only if there is no k-core H 0 satisfying
H  H0.
Definition 3. (Core number) Given a graph G ¼ ðV; EÞ, the
core number of a vertex v, denoted as CðvÞ, is the maximum k
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such that there exists a k-core containing v. The corresponding
k-core is denoted as Hkv .

Problem 1. (Core decomposition) Given a graph G = (V; E),
core decomposition aims to compute the core numbers of all vertices in V .
Definition 4. (Support) Given a vertex v and a parameter k,
supportðvÞ ¼ jfu 2 Nv jCðuÞ  kgj. Here, the core number of
v, denoted as CðvÞ, is the maximum k that satisfies support(v)
k (i.e., CðvÞ ¼ k).
According to Definition 4, the core number of a vertex v
can be updated as
CðvÞ ¼ max k s:t: jfu 2 NðvÞjCðuÞ  kgj  k:

(1)
Fig. 3. DBCA for inserting edges.

Example. As shown in Fig. 1, the core numbers of vertices
are initialized as their degrees. In the first iteration of core
decomposition, vertex v4 has neighbors v3 , v5 , and v6 with
core numbers 2, 3, and 2, respectively. Vertex v5 has the
largest core number 3. The support of v4 is 1. Then, another
two neighbors v3 and v6 with core number 2 are processed
and supportðv4 Þ is changed to 3, which indicates there are 3
neighbors whose core numbers are larger than 2. Therefore,
the core number of v4 is 2.

Problem 2. (Core maintenance) The core maintenance problem
is to update the core numbers of vertices after inserting an edge
into or deleting an edge from a given graph.
Definition 5. (Edge-core) For an inserted or deleted edge e ¼
ðu; vÞ, the edge-core of e is the minimum between the core numbers of u and v (i.e., edge-core(e) = min(C(u), C(v))), simplify
as KðeÞ.
Definition 6. (Endpoint-core) For an inserted or a deleted edge
e ¼ ðu; vÞ, the endpoint-cores of e are the core numbers of u
and v.
Definition 7. (Root) For an inserted edge e ¼ ðu; vÞ, root is the
endpoint with a smaller core number. If the core numbers of the
two endpoints are equal, one of them is randomly selected as
the root. For a deleted edge e ¼ ðu; vÞ, root is the endpoint with
the smaller core number. If the core numbers of the two endpoints are the same, both of them are all selected as roots.

4

DISTRIBUTED CORE DECOMPOSITION AND
MAINTENANCE ALGORITHMS

In this section, we first design a distributed core decomposition algorithm to compute the core numbers of vertices in a
given graph. Then, we propose a novel distributed batchstream combined algorithm for the core maintenance problem, simply written as DBCA, in which each update edge corresponds to a task. Besides, it maintains a parallel task set
dynamically based on diversity of the edge-cores of updated
edges to solve the core maintenance problem efficiently. The
system architecture for inserting edges is shown in Fig. 3.

4.1 Distributed Core Decomposition Algorithm
The distributed core decomposition algorithm was first proposed in [29]. It consists of several iterations. For each iteration, each vertex v that has its core number changed sends the

new core number to machines that neighbor the machine
which v is locate at (i.e., two machines have sharing edges).
What’s more, all vertices in the machine that have received
messages in this iteration are activated to confirm whether
their core numbers have been changed. However, vertices
that keep their core numbers unchanged do not need to be
activated and recompute their core numbers. To reduce those
redundant messages and computations, we design a decomposition algorithm on the vertex-centric system to get the initial core number of each vertex.

Algorithm 1. Distributed Core Decomposition
Input: graph G¼ðV; EÞ
Output: the core number of each vertex
1: /*initialization phase on all machines*/
2: ActiveVector
;
3: for v 2 V do
4:
CðvÞ
dG ðvÞ, construct map to count the number of
neighbors with different core numbers.
5: send ðv; CðvÞÞ to NðvÞ,
6: put NðvÞ into ActiveVector.
7: Synchronize communication message
8: /*core number update phase on all machines*/
9: repeat
10: for v 2 ActiveVector do
11:
remove v from ActiveVector.
12:
for msg 2 message buffer do
13:
uðCðvÞÞ
uðCðvÞÞ þ 1
14:
sort u in descending order by keys.
15:
for iterator 2 u do
16:
support support + iterator:value
17:
if support  iterator:key and iterator:key 6¼ CðvÞ
then
18:
CðvÞ
iterator:key
19:
send ðv; CðvÞÞ to NðvÞ
20:
break
21:
Synchronize communication message and Activate all
vertices and put into put ActiveVector.
22: until No vertex has its core number changed;

The pseudo code is listed in Algorithm 1. It is designed
based on Definition 4 and Equation (1). There are two main
phases in the algorithm, including initialization phase and
core number update phase. Lines 1-7 describe the initialization phase, in which each vertex initializes the core number
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Fig. 4. Message-splitting strategy.

and sends it to its neighbors. In the core number update
phase, each vertex iterates to update its own core number
according to the core numbers of its neighbors (Lines 9-21,
which indicate a superstep).
Specially, in the first superstep, all vertices are activated
to send their initial core numbers to neighbors (Lines 3-7). It
generates 2jEj messages, and leads to memory overflow
for processing large-scale graphs. We design a messagesplitting strategy to solve this issue. In each round of message delivery, each machine first receives local messages
(i.e., updated core numbers of neighbors), and then sends
remote messages to its adjacent machines in sequence.
Here, we separate local messages and remote messages
according to their destination vertices that determine the
destination machine to which the message needs to be sent.
As shown in Fig. 4, there are m machines which are used to
load a graph and the message set upon each machine consists of message buffers that will be sent to the target
machine. For example, n1 represents machine 1 and !n2
upon n1 represents messages that will be sent from n1 to n2 .
In a round of message delivery, machines n1 , n2 , and nm
first receive local messages from themselves, then n1 , n2 ,
and nm receive messages from nm , n1 , and n2 , respectively.
Finally, n1 , n2 , and nm receive messages from n2 , nm , and
n1 , respectively.
To implement the message-splitting strategy, we declare
a vector for each vertex to store the neighbors’ core numbers
and replace message buffer in Algorithm 1 line 12. In this
way, a machine only sends/receives messages to/from one
machine in each round, and the messages do not need to be
cached in the message buffer any more. As a result, the
problem of memory overflow caused by message delivery
can be solved.
Example. In the following, the process of distributed core
decomposition is explained and exemplified with Fig. 5. We
take v3 as an example in the third row of the dotted boxes in
Fig. 5b. First, v3 initializes Cðv3 Þ to dG ðv3 Þ ¼ 4 and sends
message ð3; 4Þ, wherein 3 is v3 ’s id and 4 is the temporary
core number of v3 , to vertices v1 ; v2 ; v4 ; v6 . Besides, v3
receives messages (1, 3), (2, 4), (4, 4), and (6, 1) from its
neighbors v1 ; v2 ; v4 ; v6 . There are only two neighbors having
core numbers larger not less than 4. As a result, v3 cannot
maintain its core number 4. According to Definition 4, the
core number v3 will be reduced from 4 to 3. After that, v3
sends message ð3; 3Þ to vertices v1 ; v2 ; v4 ; v6 . The process of
core decomposition is converged when the core numbers of
all vertices remain stable.

Fig. 5. Core decomposition example.

4.2 Distributed Algorithms for a Single Edge Update
This section introduces algorithms for a single edge update on
the distributed system. We first give some definitions and lemmas that will be used in the algorithm. Then, the core maintenance algorithms for a single edge update are proposed.
4.2.1 Theoretical Basis
Before introduce the algorithms, some definitions and observations are presented first.
Definition 8. (PSA) Given a graph G ¼ ðV; EÞ, for the vertex v,
the value of potential supporting adjacent vertices, abbreviated
as PSA, is the number of neighbors whose core numbers are not
smaller than C(v).
Observation 1. Given a graph G ¼ ðV; EÞ, if PSA of a vertex v
is smaller than k, then C(v) is definitely smaller than k [24].
In the domain of core maintenance, Sariyuce et al. [31]
came up with several fundamental theorems and algorithms, among which three lemmas are referenced in this
study as follows.
Lemma 1. Given a G¼ðV; EÞ, if an edge is inserted into or
deleted from G, the core number of each vertex v2V can be
changed by at most 1.
Lemma 2. Given a G ¼ ðV; EÞ, for a specific edge e ¼ ðu; vÞ
inserted into or deleted from G, if CðuÞ < CðvÞ, then C(v) will
not be changed.
Lemma 3. Given a G ¼ ðV; EÞ, if a specific edge e is inserted into
or deleted from G and edge-core KðeÞ ¼ k, then the vertices that
may change their core numbers must be reachable from the root
(s) via a special path that consists of vertices with core numbers
equal to k.
Definition 9. (Candidate) Given a graph G ¼ ðV; EÞ and an
edge e inserted into or deleted from G, the impacted vertices
that may change their core numbers are denoted as candidates.
Example. The example in Fig. 1 is chosen to illustrate
these lemmas proposed in [31]. Given a graph G ¼ ðV; EÞ,
an edge e1 ¼ ðv6 ; v7 Þ will be inserted into G, where Cðv6 Þ ¼
2 and Cðv7 Þ ¼ 3. According to Lemma 2, the core number of
v7 will not be changed and v6 is set as a root vertex. This is
because v7 has a larger core number compared to v6 . Then
we can get candidates v3 , v4 , v5 , and v6 , which are reachable
from the root (v6 ) via a path that consists of vertices with core
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numbers equal to Kðe1 Þði:e:; Kðe1 Þ ¼ Cðv6 Þ ¼ 2Þ. After that,
the candidates can be pruned according to Observation 1.
Finally, the remaining uncut candidates increase their core
numbers by 1 according to Lemma 1.

4.2.2

Core Maintenance Algorithm for a Single Edge
Update
Given a graph G ¼ ðV; EÞ, if an edge e ¼ ðu; vÞ is inserted into
or deleted from G, it needs to submit a task to the system for
updating the core number of each v2V . For efficient computation on a distributed cluster, two core maintenance algorithms
have been proposed for edge insertion and deletion based on
a vertex-centric system. In the process of core maintenance,
three kinds of messages get transferred between vertices.
message #þ : a vertex may have its core number
changed (i.e., candidate) and expand positive impact
to its neighbors.
 message # : a vertex will not have its core number
changed and expand negative impact to its neighbors.
 message C(v): a vertex has its core number changed
and sends the new value to its neighbors.
The positive impact represents that a vertex could be a
candidate (see Definition 9). On the contrary, the negative
impact indicates that a vertex is pruned from the candidate
set and cannot support its neighbors to increase their core
numbers. In summary, the first two kinds of messages are
used to find and prune candidates, and the third type of
messages are invoked to send new core numbers to neighbors when there are vertices having core numbers changed.


Algorithm 2. InsertSingleEdge
Input: graph G ¼ ðV; EÞ, insert edge e ¼ ðu; vÞ
Output: maintenance of core numbers
1: root u; K
KðeÞ
CðuÞ; G
G[e
2: if C(v) < C(u) then
3: root v; K
KðeÞ
CðvÞ
4: Initialize in_candidate false and in_blacklist false for
each vertex
5: Initialize CanVector and ActiveVector with root
6: while Not ActiveVector.empty() do
7: v
ActiveVector.pop_back()
8:
initialize PSA if and only if v is the first time being visited in a task.
9: v.blacker number of # received.
10: v.PSA v.PSA - v.blacker
11: if v.PSA > K then
12:
if v.in_candidate = false then
13:
send #þ to w 2 NðvÞ satisfy CðwÞ ¼ K and push w
into ActiveVector
14:
if v.in_blacklist = false then
15:
CanVector.push_back(v)
16:
v.in_candidate true
17: else
18:
if v.in_blacklist = false then
19:
v.in_blacklist true, v.in_candidate false
20:
send # to w 2 NðvÞ with CðwÞ ¼ K and push w
into ActiveVector
21: Synchronize communication message
22: Result: CðvÞ = CðvÞ + 1, where {vjv 2 CanVector
^ v.in_candidate = true}

Incremental Core Maintenance Algorithm for a Single Edge
Insertion. Our distributed incremental algorithm for inserting an edge is designed based on Lemma 3 and Observation
1. The pseudo code is shown in Algorithm 2.
Based on the results of Algorithm 1, all vertices keep the
core numbers of their neighbors in a vector. Algorithm 2
involves two main steps, including forward and back propagations. In the forward propagation, each vertex checks to
see if it has the potential to increase its core number. If so, the
vertex will expand the positive impact to its neighbors who
have the same core numbers. The back propagation refers to
the opposite operation, in which vertices that are positively
influenced need to be checked if they are eligible for forward
propagation. If not, those vertices cannot support other
neighbors to increase their core numbers and instead will
expand the negative impact on them. For a specific task, we
first get the root and edge-core before updating the structure
of the original G (Lines 1-3). After that, in candidate and
in blacklist are initialized as false when a vertex is accessed
for the first time, which are used to indicate whether a vertex
is a candidate and has been pruned from the candidate set
(Line 4). CanVector and ActiveVector are used to store the
candidates and activated vertices for the task, respectively
(Line 5). In the vertex-centric computing model, the operations of a vertex v for each superstep are as follows. We first
count the incoming messages and update PSA (Lines 8-10).
According to Observation 1 and Lemma 3, if PSA of v is
larger than K, v may get its core number increased and
expand the impact to neighbors with core number K by
sending message #þ (Lines 11-15). Conversely, if v does not
meet the PSA requirement, v cannot be a candidate, nor it
can support its neighbors any more (Lines 17-20). Unlike the
existing distributed solution [5] which completely separates
the operations of finding and pruning candidates, our algorithm groups the two operations together to reduce iterations. After all active vertices in ActiveVector have been
processed in the current superstep, there is a synchronized
barrier called for message passing (Line 21).
Example. Algorithm 2 is illustrated using Fig. 1. For an
edge e1 ¼ ðv6 ; v7 Þ inserted into G, the edge-core of e1 is 2
and v6 is the root. v6 ’s PSA is 3, lager than the edge-core 2.
Then, v6 :in candidate is set to true and message #þ is sent
to v4 , v5 from v6 to expand the positive impact. Vertices v4
and v5 also set their in candidate to true and send message
#þ to v3 and v6 . Although v3 receives message #þ from v4
and v5 , its PSA is smaller than the edge-core. Finally, vertices v3 , v4 , v5 , and v6 set their in blacklist to true. As a result,
no vertex needs to change its core number. We gain the
updated core numbers in the update graph incrementally.
Incremental Core Maintenance Algorithm for a Single Edge
Deletion. Based on Algorithm 2, we briefly introduce the algorithm for deleting a single edge. Algorithm 2 consists of forward and back propagations that are distinguished by
sending messages #þ or # . To be specific, the forward
propagation is adopted to find candidates according to
Lemma 3 and the back propagation is designed to prune vertices from those candidates according to Definition 4. The algorithm for an edge deletion requires only one round of forward
propagation. We just need to start from the root to determine
whether the core number should be reduced and further
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spread the impact to neighbors. Only when endpoint-cores of
the removal edge are identical, it requires special consideration. In this case, as the edge has been removed, the impact
cannot be passed onto another endpoint by the root endpoint
if we only set up one root. According to Definition 7, two roots
are set at the beginning to address this issue. The algorithm
pseudo-code is shown in Algorithm 3.
We first set a root to the endpoint with a smaller core number or two roots as the two endpoints with the same core numbers (Lines 1-5). Then we check whether the core number of
the root is changed in the same way as shown in lines 12-17 of
Algorithm 1 (Line 8). If so, the vertices who have their core
numbers changed will send the new core numbers to their
neighbors and activate them in the next superstep (Lines 910). Generally, the core number can only decrease by at most 1
as a result of one edge deletion. The algorithm converges if no
vertex has its core number changed (Lines 11-12).

Algorithm 3. DeleteSingleEdge
Input: graph GðV; EÞ, PSA adjacency, removal edge eðu; vÞ
Output: update the core numbers of related vertices
1: root u; K
KðeÞ
CðuÞ; G
Gne
2: if CðvÞ < CðuÞ then
3: root
v; K
KðeÞ
CðvÞ
4: else if C(v) ¼ C(u) then
5: root1
u; root2
v
6: converge
0
7: while not converge do
8: update: recalculate core number by PSA
9: if there are vertices have core number changed then
10:
send core number to its neighbors and activate them in
the next superstep
11: else if no vertex has core number changed then
12:
converge
true
13: Synchronize communication message

4.3 Distributed Batch-Stream Combined Algorithm
This section introduces the DBCA which is appropriate to
handle both batch and streaming edge updates. We first
propose a task assignment strategy based on diversity of
the edge-cores of updated edges. Then, the DBCA is
designed based on these theories.
4.3.1 Theoretical Basis for DBCA
Definition 10. (PSET) Given a graph G = (V, E), PSET consists
of updated edges with different edge-cores (i.e., no two edges
have the same edge-core in PSET.). Each edge corresponds to a
task in our system. Note: all edges in a same PSET are either
inserted or deleted.
Observation 2. (Commutative) Given a graph G=(V, E) and a
set of edges are inserted into or deleted from G, it can be
observed that the order of processing these edges will not influence the results.
Theorem 1. Given a graph G = (V, E), there is an edge set
PSET ¼ fe1 ; e2 ; . . . ; en g to be inserted into/deleted from G.
Each edge corresponds to a task in our algorithm. Each of these
tasks does not affect the results of other edges, and the core
numbers of vertices in V will be changed by at most 1.
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Proof. For an edge e1 ¼ ðu; vÞ in PSET, according to Lemmas 1 and 3, the root of e1 is the endpoint whose core
number equals its edge-core Kðe1 Þ. A vertex w 2 V that
may get its core number changed at most 1 must be reachable to the root via a special path, which consists of vertices with core numbers equal to Kðe1 Þ. Therefore, tasks
can be processed independently if and only if their candidates generated during processing are disjoint.
By Definition 10, the edge-cores of edges in PSET are different, hence the edge-core of each task in PSET will not be
influenced by other tasks. Neither will the core numbers of
the two endpoints of e1 be changed by other tasks in PSET
when they are equal. It, however, has to be noted that the
non-root endpoints of tasks with different endpoint-cores
may get their core numbers changed. The edge with
smaller/larger edge-core inserted into/deleted from G
may increase the number of candidates of an edge insertion/deletion with larger/smaller edge-core. But the edge
with larger/smaller edge-core inserted into/deleted from
G will not affect the number of candidates of an edge insertion/deletion with smaller/larger edge-core . According to
Observation 2, for edge insertions/deletions, we assume
that once the task with larger/smaller edge-core has been
processed completely, then the task with smaller/larger
edge-core will not be influenced by the former. As a result,
given serial processing of tasks in PSET, the remaining
tasks will not affect each other. According to Lemma 1, the
core numbers of vertices in V will be changed by at most 1.
Therefore, tasks in PSET can be processed independently.
Subsequently we can process them in parallel. In doing so,
the result is proved.
u
t
Observation 3. (Task Assignment) Given a graph G¼ðV; EÞ,
tasks generated from new edges in PSET ¼ fe1 ; e2 ; . . . ; en g
can be executed in parallel. In addition, each task in the set can
be replaced by the task who has the same edge-core at any time.
Proof. According to Theorem 1, tasks from the same PSET
will not influence each other, and so they can be processed in parallel. Beyond that, if a task is replaced by
another one with the same edge-core, the theorem still
holds, as the tasks in new PSET still have different edgecores. The result is then proved.
u
t
Example. Theorem 1 can be illustrated using the example in
Fig. 1. Given a graph G ¼ ðV; EÞ and PSET ¼fe1 ; e4 g in which
edges are inserted into G, the edge-cores are Kðe1 Þ ¼ 2 and
Kðe4 Þ ¼ 1. Suppose we first insert e4 into G, the core numbers
of v1 and v2 will increase from 1 to 2. After e1 is inserted into G,
no vertex will change its core number. If we insert e1 before e4 ,
the results will remain the same. Accordingly, the two tasks
can be handled in parallel. Assume that there are extended
vertices with core numbers equal to Kðe4 Þ ¼ 1 around v1 , e1
will be completed earlier. When processing the e4 insertion, a
new edge e2 whose edge-core equals 2 is inserted. In this case,
e2 can continue to be processed in parallel with e4 .

4.3.2

Batch-Stream Combined Algorithm for Core
Maintenance
On the basis of theories (see Section 4.3.1) and Algorithms 2
and 3, we propose a novel distributed dynamic task scheduling based algorithm for the core maintenance problem. Before
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G, the message interaction when processing these tasks in parallel should satisfy the following two conditions to ensure the
accuracy of results.



Fig. 6. Interactions between tasks processing in parallel.

we detail the algorithm, the strategies for dynamic task grouping need to be introduced.
Given a graph G ¼ ðV; EÞ, a set T ¼ fe1 ; e2 ; . . . ; em g contains edges which will be inserted into or removed from G. For
the tasks in T , if we process them in serial, precise results can
be easily obtained. However, the communication bandwidth
utilization may be very low, resulting in low efficiency when
processing batch tasks. To overcome this problem, we thus
plan to introduce parallelism into the sequential pattern. But
there are still inevitable scenarios that may affect the accuracy
of the results. As shown in Fig. 6, there are three tasks with
edge-cores being k1, k and kþi where i > 0. Specifically,
task2 consists of endpoints v3 and v8 whose core numbers are
k and kþ1, respectively. The candidates are roughly represented by different color ellipses. The following three scenarios
are used to analyse the possible interactions between tasks.

Scenario 1. Tasks have edge-cores with a difference of at least 2.
Tasks such as task1 and task3 are independent, because their
edge-cores have a gap greater than 1, specifically it is iþ1.
According to Lemma 3, the candidates and results kept by the
two tasks have no intersection.
Scenario 2. The impact of neighbors with smaller core numbers.
Suppose task1 changes the core number of v2 from k1 to k. If
the results of task1 have been obtained before the calculation of
v3 in task2 , the results obtained are precise. The special case is
that v2 updates its core number after v3 but before v6 in task2 .
v2 receives message #þ from v6 . According to Lemma 3 and
Observation 2, v2 does not change its core number during the
execution of task2 , therefore v2 will send message # to its
neighbors, including v3 . As a matter of fact, v3 initializes its
PSA excluding v2 , but message # that sent from v2 could
decrease v3 ’s PSA by 1, which may lead to incorrect results.
Scenario 3. The impact of neighbors with larger core numbers.
Although task3 may change the core number of v8 from kþi to
kþiþ1, the root (v3 ) of task2 will not be influenced. Then candidates are those blue vertices that are reachable from v3 and
have the same core number with the edge-core of task2 .
Through the above analysis, Scenario 1 focuses on tasks
with edge-core differences of at least 2. Scenarios 2 and 3
lay emphasis on tasks with serial edge-cores. More especially, Scenario 2 may interfere with the results. In order to
avoid this scenario, we propose a novel message interaction
protocol to ensure that multi-tasks can be executed independently when inserting edges.

Strategy 1. (Message protocol) Given a graph G ¼ ðV; EÞ and
a set of edges with different edge-cores that will be inserted into

All message interactions occur between adjacent vertices with core numbers equal to the edge-core;
All vertices only send message # to vertices that have
previously sent message #þ to themselves.

As shown in the protocol conditions, there are two kinds of
messages, i.e., #þ and # . Message #þ represents that PSA
of the current vertex is larger than the edge-core and thus qualified to expand the candidates by sending message #þ to its
eligible neighbors. In contrast, if a vertex is already a candidate
of a task, and its PSA is smaller than the edge-core because of
the negative feedback, then it will send message # to neighbors who have previously sent message #þ to itself. In addition, the protocol also limits the sending of redundant
messages, which can be used to replace in blacklist in Algorithm 2.

Algorithm 4. DBCA for Streaming Tasks
Input: graph G ¼ ðV; EÞ, PSA adjacency, PSET size limit d,
insert edge set T ¼ fe1 ; e2 ; . . . ; em g
Output: maintenance of core numbers
1: initialize task map with key : edge-core, value : task
2: while not task map.empty() do
3: h the number of different edge-cores in T
4: d
minðd; hÞ
5: if PSET.size() < d then
6:
Update: PSET by task priority from task map
7:
Update: task map
8: for t 2 PSET do
9:
Superstep: Call Algorithm 2 with message protocol/
Algorithm 3 without message protocol.
10: synchronized barrier for communication
11: if have task converge then
12:
Result: increase/reduce the core numbers of eligible v,
and send(v, CðvÞ) to NðvÞ
13: if have new tasks adjunction then
14:
Update: put into task map

Example. Fig. 6 illustrates the effectiveness of Strategy 1.
When task2 is executed alone, v3 is the root. Its PSA must
be larger than the edge-core. Then v3 sends message #þ to
its neighbors with core numbers equal to the edge-core,
such as v4 and v5 . If v5 ’s PSA is not larger than the edgecore, it cannot increase its core number, and message #
will be sent from v5 to v3 , which has sent message #þ to
v5 . Precise results can be obtained. In Scenario 2, v2
receives message #þ from v6 after the computation of v6 .
But PSA of v2 is not larger than the edge-core of task2 .
According to the message interaction protocol, v2 only
sends back message # to v6 . This shows that Strategy 1
helps us to obtain accurate results when processing multiple tasks in parallel.
When analyzing tasks in parallel, it has been found
that the size of the candidate set is affected by other tasks,
which will cause the task to perform additional supersteps and increase the volume of communications. In
response to this, we propose a priority strategy for interference reduction.

WENG ET AL.: EFFICIENT DISTRIBUTED APPROACHES TO CORE MAINTENANCE ON LARGE DYNAMIC GRAPHS

Strategy 2. (Priority) Given a graph G ¼ ðV; EÞ, there are some
edges to be inserted into or deleted from G. In the case of inserting edges, the task with a smaller edge-core takes precedence
over others, while in regards to deleting edges, the task with a
larger edge-core is prioritized.
Example. We use an example in Fig. 1 to illustrate Strategy
2. For edges e1 and e4 , on the basis of Observation 2, the order
in which the two edges are processed does not affect the final
result. Suppose we first process e4 , the core numbers of v1 and
v2 will increase from 1 to 2. Then e1 is inserted into G, and
according to Algorithm 2, v1 and v2 should be in CanVector.
But if we insert e1 before e4 , v1 and v2 will not be in CanVector.
As a result, there is less iteration by one round if we follow
Strategy 2.
For tasks in PSET, the distribution of candidates are
different, which results in differences in the number of
supersteps required to perform the tasks. In conjunction
with the “superstep-sharing” idea of the Quegel system,
we need to select tasks from the pending set that can be
added to PSET.
DBCA. Based on Strategies 1 and 2, DBCA is presented
by the pseudo-code in Algorithm 4. The core idea is to
maintain a set of tasks that can be processed in parallel.
Streaming tasks are stored in table task map. The parameter h is the number of keys in task map. From Observation
3, we first pad PSET obeying the parallelism limit d. When
a task is added to PSET, we remove it from task map
(Lines 3-7). For each task in PSET, Algorithms 2 and 3 can
be invoked to maintain the core numbers. To guarantee
accurate results of multi-task processing in parallel, we
apply the message protocol (see Strategy 1) in the message interaction stage(Lines 8-9). After all tasks in PSET
complete the calculation of the current superstep, there
will be a synchronized barrier for communication (Line
10). The vertices that have core numbers changed send
the new core numbers to their neighbors. It is worth noting that the update of core numbers may affect the edgecores of other tasks to be processed, which will change
the structure of task map. This will take additional communication overhead to update the structure of task map.
DBCA greedily chooses the qualified task with the largest/smallest edge-core for inserting/deleting edges and
updates its properties. For tasks inserted in real time, it is
added to task map directly (Lines 13-14). The procedure
is stopped if task map is empty.
Example. Again, consider the example in Fig. 1. Given the
graph G ¼ ðV; EÞ and T ¼ fe1 ; e2 ; e3 ; e4 g, edges in T will be
inserted into G. The updated tasks will be divided into two
groups, task mapð1Þ ¼ fe4 g and task mapð2Þ ¼ fe1 ; e2 ; e3 g.
We initialize PSET ¼ fe4 ; e3 g, where the two tasks have
different edge-cores. It has no effect on the edge-core for
other tasks in PSET after inserting e4 . But after inserting e3 ,
the core numbers of vertices v3 ; v4 ; v5 ; v6 tend to change
from 2 to 3. Now, there is a new edge e5 with endpoints v11
and v12 to be inserted into G. The existing parallel core
maintenance algorithms cannot process e5 until the previous tasks are completed. We put e5 into task mapð2Þ timely.
Then e1 and e5 are inserted into PSET, and we have
PSET ¼ fe1 ; e5 g. As a result, e5 can be processed in time
and the core numbers of v11 and v12 are changed from 1 to 2.
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ANALYSIS OF DBCA

This section presents an analysis of the correctness and communication cost of DBCA.

Theorem 2. The results generated by Algorithm 4 are precise.
Proof. As shown in the previous section, DBCA is executed
on PSET, in which tasks have different edge-cores.
According to Lemma 3, tasks with different edge-cores
can be executed independently. Although the superstepsharing method is ideal for lightweight tasks, it is unable
to eliminate crosstalk between tasks. Strategy 1 presents a
novel message interaction protocol to neutralize ineffective interruptions between tasks. Then tasks in PSET can
be processed independently.
For inserting edges, each task starts at the root vertex
and invokes Algorithm 2 to determine if it satisfies basic
conditions for increasing the core number. In Algorithm
2, there is a possibility that each vertex can increase the
core number if and only if PSA > edge-core, then it will
send message #þ to its neighbors with core numbers
equal to the edge-core. This process is called forward
propagation. The corresponding back propagation is the
vertex with PSAedge-core, which may reduce the
potential of its neighbors increasing the core number by
sending message # to them with the message interaction protocol. When no messages need to be delivered,
the vertices remaining in the candidate set will increase
their core numbers by 1 and update the properties of
related vertices.
For deleting edges, vertices can directly determine
whether their core numbers need to be reduced without
back propagation. Each vertex recalculates the core number by PSA and sends the new core number to its neighbors. The processing can be converged if no vertex has
core number changed.
u
t
Time Complexity. Given a graph G ¼ ðV; EÞ and an
edge e ¼ ðu; vÞ that is inserted into/deleted from G, there
is a k-core Hku containing u that has a smaller core number in edge e (i.e., CðuÞ  CðvÞ). The time complexity
of Algorithms 2 and 3 are Oð2  jHku jÞ and OðjHku jÞ,
respectively.
The overhead in a distributed system mainly comes from
machine-to-machine communication. In our study, two
operations require global synchronization. The first one is
updating a new task when it is put into PSET, which is random due to the streaming updates. The other we focus on is
the message synchronization at the end of each superstep.
To be more specific, DBCA is applied on a vertex-centric
graph computing system, and there exists a global barrier
for global message synchronization at the end of each superstep. Therefore, the number of the total supersteps can be
used to measure the communication cost of our algorithms,
named superstep cost. The superstep cost of DBCA is examined with PSET size equals 1.
Superstep Cost. Given a graph G ¼ ðV; EÞ and N edges
that are inserted into/deleted from G in serial. For a specific
edge e1 ¼ ðu; vÞ, there is a k-core Hku containing u that has a
smaller core number in e1 (i.e., CðuÞ  CðvÞ). The diameter
of the k-core is defined as the length of the longest of the
shortest path starting from u in the k-core and denoted as

138

IEEE TRANSACTIONS ON PARALLEL AND DISTRIBUTED SYSTEMS, VOL. 33, NO. 1, JANUARY 2022

TABLE 2
Real-World Graph Datasets
Graph
Facebook(FB)

jV j

jEj

jEj=jV j

RES

4,039

88,234

21.85

23 M

317,080

1,049,866

3.31

673 M

1,696,415

11,095,298

6.54

4G

Orkut(Ok)

3,072,441

117,185,083

38.14

15 G

LiveJournal(LJ)

3,997,962

34,681,189

8.67

10 G

Konect(Kon)

59,216,211

92,522,017

1.56

115 G

Friendster(Fri)

65,608,366

1,806,067,135

27.53

264 G

DBLP
Skitter(Ski)

e

e

Fk1 . Algorithms 2 and 3 can converge in 2  Fk1 þ 1 and
e
Fk1 supersteps, respectively. As a result, the total superstep
cost
for P
N edge insertions and deletions are
PN of the eDBCA
N
en
n
n¼1 2  Fk þ 1 and
n¼1 Fk , respectively.

6

EXPERIMENTAL EVALUATION

In this section, we conduct comprehensive experiments to
evaluate the performance of our distributed solution for
core maintenance on dynamic graphs.

6.1 Experiment Setting
Environment. To verify whether the proposed algorithms are
applicable to different distributed platforms, we expand the
distributed graph computing system Quegel on two typical
distributed platforms, including the National Supercomputing Center in Changsha named TH-I with underlying highspeed interconnection system and Alibaba Cloud platform,
respectively. The high-performance computing platform of
TH-I has Intel Quad Core Xeon E5540 2.53 GHz/E5540 3.0
GHz CPU and 32 GB of RAM for each machine. The Alibaba
Cloud platform abbreviated as ALC has one CPU and 2 GB
of RAM for each machine.
As shown in Table 2, it needs much more memory to load a
graph according to the RES column, which represents the resident memory usage after loading a dataset. Although the
memory of single machine may be large enough to load data
sometimes, additional memory is required to store intermediate results and construct message buffers. Therefore, most
datasets can be loaded on TH-I with 10 machines except
Friendster who needs 11 machines to board on TH-I. As a
result, we deploy most experiments on the two platforms
with 10 machines. It is worth pointing out that our proposed
algorithms are appropriate to the distributed graph computing system with more machines.
Datasets. The performance of the proposed algorithms is
evaluated on both real-world graphs and synthetic graphs.
Table 2 shows the properties of seven real-world graphs,
including Facebook, LiveJournal, Orkut, Konect, Friendster,
DBLP, and Skitter. For synthetic data sets, SNAP [20] python
package is used to generate graphs with varying vertex numbers from 215 to 224 following three different models, where
SNAP is a famous synthetic data generation package extensively used in existing work [17], [18], [31], [34]. First, we generate ten random Erdos-Renyi [12] undirected graphs with
jEj=jV j equal to 10. The second model used to generate

Fig. 7. Cumulative core number distribution for graphs.

Barabasi-Albert Preferential Attachment graph is BarabasiAlbert model [6]. Lastly, the R-MAT model [8] in SNAP can
generate directed RMAT graphs using recursive descent into
a 2x2 matrix ½A; B; C; 1ðA þ B þ CÞ. The RMAT graph is
extended to undirected one by setting A ¼ 0:45; B ¼ C ¼ 0:23
and then a “clip-and-flip” on the asymmetric adjacency
matrix is used to make it symmetrical. The cumulative core
number distribution for real-world graphs and synthetic
graphs with size of 224 vertices are shown in Fig. 7. For each
graph, the vertices are stored in a distributed cluster according to the hash value of the vertex id.
The existing distributed solution for single-edge update
[5] is taken as the baseline algorithm. Their core maintenance algorithm is reproduced and compared with ours.
Following the closely related work in [32], we use two metrics to evaluate the performance of our proposed algorithms, including time cost and superstep cost. Here the
time cost refers to the duration between submitting the tasks
and getting the final result. And the superstep cost is the
number of supersteps required, which is utilized to assess
the communication cost.
Our algorithms are implemented in C++ and compiled
with mpic++ which can compile and link MPI programs
written in C++.

6.2 Evaluation of DBCA on Real-World Graphs
In this set of experiments, the performance of DBCA for a
single edge insertion and that of the baseline distributed
core maintenance algorithm [5] is first compared. Then, we
evaluate the impact of the size limit of PSET (d), scalability
of data density and platforms, task scale, and the number of

WENG ET AL.: EFFICIENT DISTRIBUTED APPROACHES TO CORE MAINTENANCE ON LARGE DYNAMIC GRAPHS

139

TABLE 3
Performance Comparison Between DBCA and Baseline Algorithm For Single Edge Insertion on TH-I
algorithmnmetric
SP

Facebook
time(s)

SP

DBLP
time(s)

SP

Skitter
time(s)

SP

Orkut
time(s)

LiveJournal
SP
time(s)

SP

Konect
time(s)

Baseline [5]

9743

3.2

10292

14.7

7112

2.2

28810

10376.7

10488

850.6

6347

20937.9

DBCA

8270

1.9

7701

2.4

5723

1.7

19702

10.4

6894

2.7

5195

4.5

machines on performance. The total execution time, communication time and superstep cost are used to evaluate the
performance on real-world graphs.
Comparison With the Baseline Algorithm. We compare the cost
of DBCA with the baseline algorithm by serially inserting
1,000 edges into a graph. The existing distributed core maintenance algorithm [5] first finds all candidates that may have
core numbers changed and then prunes them according to the
core numbers of their neighbors. According to [31], although a
vertex can be a candidate, it may not have enough neighbors
to increase its core number and cannot expand positive impact
to get more candidates. As a result, the baseline algorithm may
generate more redundant candidates. DBCA expands candidates from a vertex after checking its neighbors’ core numbers
(Line 11 of Algorithm 2). In addition, the baseline algorithm
needs to synchronize the candidate set on all machines in each
superstep, which generates much communication synchronization overhead, while DBCA does not require any candidate
set synchronization operations. Table 3 shows the time and
superstep (SP) cost comparison of the existing baseline algorithm and our DBCA with PSET_size equal to 1. DBLP uses
fewer supersteps and less time than the baseline algorithm.
The graph structure has a great influence on candidate selection. Therefore, performance improvement differs among different datasets.
In the following, we evaluate the influence of other factors on DBCA performance with ablation experiments, considering parallelism, data density, platforms, task scale, and
the number of machines.
Varying the Parallelism. Parallelism refers to the maximum
number of tasks that can be processed in parallel and we evaluate it by adjusting the value of d in Algorithm 4. The results
on 10 machines of TH-I and ALC are shown in Fig. 8, where
the horizontal axis represents the varying upper limit size of
PSET, the SP-axis on the left represents the superstep cost and
the time(s)-axis on the right represents the time cost in seconds. Regarding the results of a specific graph, the representation of each polyline is shown in Table 4, where # is the
number of edges. It can be seen from the overall trend that the
performance is improved in terms of superstep and time cost
as the size of PSET increases.
In general, the higher degree of parallelism in a distributed system, the better the performance could be obtained.
However, the superstep cost increases from 810 to 844 and
the time cost increases from 182 seconds to 198 seconds for
inserting edges into Facebook on ALC when d changes from
20 to 30. The final results of these two cases are consistent
and correct. The reason for this case is that higher degree of
parallelism enables tasks with smaller edge-cores to be executed earlier, and more insignificant candidates could be
generated for other tasks with larger edge-cores, which
proves the effectiveness of Strategy 2.

Scalability of Data Density. As analyzed above, the graph
structure has a great influence on candidate selection. The
scale of candidates has a direct impact on superstep cost. In
the experiments, we evaluate the scalability of our algorithms
according to the superstep cost. The comparison of performance between DBCA with PSET_size equal to 30 and 1,
called parallel solution and single-edge solution respectively,
is shown in Table 5 and Fig. 9, where Insert-1000 means randomly inserting 1,000 edges into a graph and vice versa for
Delete-1000. The improvement ratio is calculated by
ratio ¼

ns
;
np

(2)

where ns is the number of supersteps costed by single-edge
solution and np for the parallel solution. Most graphs have
improvement ratio larger than 2.00 except Konect with the
lowest jEj=jV j, which renders the edge-cores basically the
same for all tasks (i.e., low parallelism of tasks). Therefore,
our parallel solution is more suitable for denser graphs.

Fig. 8. Impact of PSET_size (IS: superstep cost for inserting 1000
edges, DS: superstep cost for deleting 1000 edges, # machines: 10
machines for processing DBLP and 11 machines for processing
Friendster).
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TABLE 4
Evaluation Metrics
Abbreviation

Representation

InSP

total superstep cost when insert # edges

InT

total time cost when insert # edges

InCT

communication time in InSP for global barrier

HInT

total time cost on TH-I when insert # edges

DeSP

total superstep cost when delete # edges

DeT

total time cost when delete # edges
Fig. 9. Improvement Ratio of Orkut, Konnect, and Friendster when 1000
edges update, d¼30.

Scalability of Platforms. Different architectures of TH-I and
ALC have a significant impact on performance. Although
the superstep cost of algorithms remains the same when
running on the two platforms, it is surprising to find that
the time cost of the experiment on TH-I is less than ALC
by two orders of magnitude on the same graphs. This is
caused by the underlying high-speed interconnection system with 160Gbps bidirectional bandwidth of TH-I. It is
concluded that TH-I is very suitable for distributed graph
computing with high communication complexity. Fig. 8
presents the results of DBLP and Friendster. Although the
time cost on TH-I is low, it can be seen from the orange
solid ployline in Fig. 8a that its downward trend is still relatively obvious as the degree of parallelism increases. To
be more general, we use the superstep cost to analyse its
performance in the experiment on TH-I. The performance
has been significantly improved with the increase in the
degree of parallelism, but the rate of increase is gradually
reduced and converges when PSET size equals 16. This is
because the degree of parallelism is subject to both parallelism limit d and the number of the kinds of edge-cores.
We further illustrate the convergence with the distribution
of edge-core kinds of pending tasks in Fig. 10. For inserting 1,000 tasks into the DBLP, each point in the scatter plot
represents the number of edge-core categories of unprocessed tasks. It can be found that the maximal parallelism
is 13 when inserting 1,000 tasks into the DBLP. Therefore,
although d is set as 30, there are not enough tasks with different edge-cores to be put into PSET. As a result, the
actual task parallelism is less than 30 and the performance
will not increase indefinitely as d increases.

Varying the Task Scale. In the following, the universality of
our algorithms is verified with regard to the task scale. The
size limit of PSET (i.e., d) is set to 30 to evaluate the improvement ratio for inserting/deleting 200, 400, 600, and 800 tasks
and the result is shown in Table 5. It can be seen that the
improvement ratio remains stable under different task
scales. In addition, we perform performance verification
under different d (i.e., PSET size) for tasks of different scales.
The trend of superstep cost and time cost for inserting/
deleting 200 tasks are shown in Fig. 11. Compared with the
result of updating 1,000 tasks, the trend of time cost and
superstep cost as d increases is basically the same. It can be
concluded that our algorithms have satisfactory scalability
in task scale for core maintenance in dynamic graphs.
Varying the Number of Machines. As the analysis in Section 5,
the overhead in a distributed system mainly results from
machine-to-machine communication. We vary the number of
machines to evaluate the performance. The results are illustrated in Fig. 12, where the integer trailing the abbreviation in
Table 4 indicates the number of machines deployed on both
TH-I and ALC. For example, InT-10 means there are 10
machines used to process 1,000 edges inserted into a graph. It
has been found that the more machines used, the more time
costed. It is well understood that the communication latency
is proportional to the number of machines.

6.3 Evaluation of DBCA on Synthetic Graphs
Varying the Graph Size. In previous experiments, we have
verified the performance of our algorithms on real-world
graphs in different ways. Here, synthetic graphs of different

TABLE 5
Improvement Ratio
Graph

DBLP

Facebook

LiveJournal

Skitter

Insert

200
400
600
800
1000

3.85
3.70
3.45
3.57
3.70

11.11
7.69
9.09
10.00
10.00

3.85
4.00
4.35
4.17
4.55

4.55
4.55
4.76
4.76
4.55

Delete

200
400
600
800
1000

2.38
2.44
2.70
2.70
2.86

12.50
14.28
14.28
14.28
14.28

3.03
3.23
3.33
3.33
3.45

3.70
3.70
3.85
4.00
4.35

Fig. 10. Edge-core kinds of pending tasks during proceesing 1000 edge
insertions on DBLP.
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Fig. 13. Performance overview of different data sets.

Fig. 11. Impact of the number of tasks (SP: sperstep cost, time(s): time
cost with unit second, # machines: 10, # tasks: 200).

sizes are used to evaluate the scalability of our algorithms,
where the size refers to the number of vertices. We first conduct a macro analysis of all experimental results through
comparing the time cost per task by the incremental algorithm and the core decomposition algorithm on both realworld graphs and synthetic graphs. The magnitude of performance improvement is shown in Fig. 13. For real-world
graphs, Facebook has too few vertices to obtain significant
improvement, and the rest of graphs get at least 104 times
boost. With regard to synthetic graphs, the vertices generated following the Erdos-Renyi model and Barabasi-Albert
model generally have the same core number, which not
only leads to low degree of parallelism in our algorithms
but also greatly increases the number of candidates for each
task. Graphs generated with the RMA-T model are more
similar to real-world graphs. As shown in those pie charts,

Fig. 12. Impact of the number of machines on DBLP (SP: sperstep cost,
time(s): time cost with unit second, # machines: 10, # tasks: 1000).

(h) and (i) denote the performance of our algorithms for
Synthetic BA and ER. It can be seen that our algorithms are
not suitable for graphs whose vertices have almost identical
core numbers. Then, we confirm the scalability on graphs
with increasing vertex numbers generated by the RMA-T
model. Given the limit of memory space per machine on
ALC, we only do experiments on TH-I and evaluate the
superstep cost. According to previous results on real-world
graphs, the performance growth trend has converged when
d is larger than 16. Therefore, we compare the performance
with d equal to 1 and 16. As shown in Fig. 14, the superstep
cost reduces by at least 63 percent when d increases from 1
to 16 for RMAT graphs with varying sizes from 215 to 224 .
Therefore, DBCA has good scalability on datasets with different scales.

6.4 Evaluation Summary
In those above experiments, although the number of updates
is fixed, we process them in a batch-stream combined model

Fig. 14. Scalability verification on synthetic RMAT data.
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shown in Fig. 3. In other words, a task set PSET is maintained
in which tasks can be processed in parallel, and the algorithm
automatically adds new tasks into the PSET from the task
buffer when tasks are completed. Compared with the global
decomposition algorithm and distributed core maintenance
algorithm for single-edge updates, our algorithms can tackle
the core maintenance problem significantly faster. The stability and scalability of our algorithms for multiple situations
has also been validated.
Our proposed batch-stream combined model is efficient
and effective for the core maintenance problem in largescale dynamic graphs especially for online systems. Admittedly, loopholes that need to be patched still exist. The insertion or deletion of edges may happen alternately, and we
process them in a separate way which may affect system
timeliness due to communication conflicts between Algorithms 2 and 3.

[7]
[8]
[9]
[10]
[11]
[12]
[13]
[14]

[15]

7

CONCLUSION

In this paper, we have presented batch-stream combined
parallel algorithms for core maintenance problem in largescale dynamic graphs. The novel algorithms are not only a
distributed solution for core maintenance with batch edge
updates but also suitable for streaming edge updates. Moreover, our algorithms have been tested on the vertex-centric
graph computing system deployed on TH-I and ALC. The
experimental results on real-world and synthetic graphs
have validated the efficiency and effectiveness of our algorithms. For future studies, we seek to solve the problems
mentioned in Section 6.4 by integrating multithreading technology and building a more appropriate task index.
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